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01 Motivation

The problem
Speech emotion recognition (SER) accuracy often drops
across speakers, languages and corpora. Can training
across source domains improve performance on a target
corpus that is entirely unavailable during training?

Contributions

Domain-shift weighting adjusts the meta-test loss using
an energy-score gap.

Seven transfer scenarios compare conventional training,
meta-learning and feature representations.

Negative-result analysis identifies persistent barriers to
practical cross-corpus emotion recognition.

Target stays unseen
Training uses source corpora only. The target corpus is
reserved for evaluation, distinguishing domain generalization
(DG) from adaptation using target-domain samples.

Why audio is difficult
Emotion corpora are small and differ in speakers, language
and class coverage. These differences make cross-corpus
comparisons difficult and can obscure shared emotional
features.

Scope
Gains remain uneven and insufficient for practical use. Small
corpora, missing classes and unreported trial dispersion limit the
strength of the comparisons.

Notation
domain-shift aware meta-learning for domain generalization
(DA-MLDG) · short-time Fourier transform (STFT) · cross-entropy
(CE)

02 DA-MLDG

Weight source-domain shifts to test unseen-corpus transfer

Technical core

S′ and V are disjoint source subsets. θ′ follows a meta-train update; γ controls the weight of its
meta-test loss.

E is the absolute mean log-sum-exp of temperature-scaled logits. A larger source-domain gap gives
the meta-test loss more weight.

Paper Code

03 Evaluation

4 / 7
above supervised Deep-All
Log-mel transfer scenarios

2 / 7
highest among four methods
Log-mel scenarios 4 and 5

Cross-domain emotion recognition

Scenario / target Deep-All RSC MLDG DA-MLDG
(Ours)

1 / IEMOCAP 26.95 32.36 27.61 31.35

2 / RAVDESS 43.40 44.78 38.86 39.41

3 / TESS 47.03 43.77 46.29 46.80

5 / AESDD 60.65 56.69 60.45 62.26

6 / ShEMO 31.54 40.70 37.87 38.79

Held-out target accuracy (%), ten-trial mean; log-mel inputs with a VoxCeleb-pretrained
ResNet-18.

Transfer with pretrained audio embeddings

Scenario / target Deep-All (%) DA-MLDG (%) (Ours)

1 / IEMOCAP 28.57 32.11

2 / RAVDESS 42.61 39.82

5 / AESDD 61.17 64.11

6 / ShEMO 33.16 40.22

Same source/target scenarios with TRILLsson embeddings; ten-trial mean target
accuracy (%).

Takeaway
Transfer improves unevenly: DA-MLDG beats supervised Deep-All
in four of seven log-mel scenarios and leads all four methods in two.
With pretrained embeddings, it beats the supervised baseline in only
three of seven scenarios.
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Fig. 1: Domain-shift Aware Meta-Learning for Domain Generalization (DA-MLDG) in SER. In each training iteration, we execute the meta-train step, followed
by the computation of “domain-shift margin” between the meta-train/test set. Then, model parameters are updated in a “domain-shift aware” meta-test step.

be a neural network parameterized by weights θ that predicts
softmax outputs ŷ for a given input x. To learn domain-
invariant features across all domains in S, at each training
iteration, we aim to simultaneously minimize losses from pairs
of non-overlapping meta-train/test subsets of S (referred to as
S ′ and V) to resemble the “domain shift” between S and T ;
thus, achieving model generalization over numerous training
iterations. Accordingly, we minimize the following:

min
θ

Lθ = Lθ (S ′) + γLθ′ (V) , where

L(·) = 1

D

D∑
i=1

LCE (y, p (y|x)) = − 1

N

N∑
i=1

C∑
j=1

yji log (fi (xj))
(2)

Here S ′ and V correspond to the meta-training and meta-
test sets, L(·) denotes the average standard cross-entropy loss
(LCE) over number of domains (D) present in each set, and N
is number of samples in each domain. One may note that the
meta-test loss is minimized with respect to the updated model
parameters θ′, computed from the gradient ∇θ with respect
to the meta-train loss as θ′ = θ − η∇θ (L (S ′)). In essence,
we minimize the meta-test loss with respect to the update
step introduced from the meta-training set (in the form of the
second derivative of θ). It is important to note that subsets S ′

and V are randomly selected from S in each iteration.

Domain-shift Margin. We weigh the influence of meta-
test step in each training iteration by introducing an adaptive
“domain shift” score, γ, in Equation 3. In particular, γ aims
to capture the margin of “domain shift” present between the
meta-train and meta-test subsets by computing the energy
score [25] after the meta-train step is performed. Energy score
has proven to be an effective metric for detecting out-of-
domain samples, and in this work we propose to use it as a
proxy to identify the “domain shift” across multiple corpora.
Hence, we compute γ in each training step, as follows:

γ = |E(S ′, pθ′)− E(V, pθ′)| , where E(·) =

∣∣∣∣∣ 1N
N∑
i=1

log

( C∑
i

ez/T

)∣∣∣∣∣ , (3)

where z is logits produced by the neural network pθ for a C-

Algorithm 1 DA-MLDG: Domain-shift Aware Meta-Learning for Domain
Generalization in Speech Emotion Recognition. Here, parameter gamma
indicates the “domain-shift margin” between meta-train (S′) and meta-test
(V) sets, while ηs and ηt are the learning rate for the meta-train/test steps.

1: Initialization of model with pre-trained parameters θ.
2: for epoch e = 1, 2, . . . , E do
3: for batch B ∈ S do
4: Random split of domains: S′ and V ← B
5: Meta-train Step: θ′ = θ − ηs∇θ (L (S′))
6: Cross-Domain Shift Margin: γ = |E(S′, pθ′ )− E(V, pθ′ )|
7: Meta-optimization: Update θ

θ = θ − ηt
(
Lθ

(
S′

)
+ γ · Lθ′ (V)

)
8: end for
9: end for

way classification problem, T is a temperature scalar equal to
1 [25], and N is number of samples present on the considered
set. In essence, E(·) is the average logsumexp operator over
the logits of the meta-training and meta-test domains.

Model pre-training strategy. Pre-training models with
massive out-of-domain datasets have become popular as they
equip the deep models with a better prior (i.e., initialization
weights) to solve downstream tasks [23], [26]. Apart from
the performance gain, pre-training on large-scale datasets
boosts models’ representation power; thus, amplifying the
model’s ability to learn domain-invariant features across a
wide-range audio-related tasks [15]. To this end, we pre-train
our model architectures using VoxCeleb [27], which consists
of over 150,000 samples obtained from 1,251 speakers. We use
spectrograms as inputs, computed from 2-second raw audio
samples using a hamming window of 25ms width and 10ms
step, as proposed in [27], while SGD with momentum (0.9)
and learning rate of 0.01 was utilized with a batch size of 64
for 50 epochs. In Section IV, when referring to a pre-trained
model, we implicitly refer to such a pre-trained model.

IV. EXPERIMENTS

Datasets. As no public dataset is available for meta-
learning-based SER, we have constructed a dataset by
considering 10 publicly available SER datasets, namely
CREMA-D [28], AESDD [29], CaFE [30], EmoDB [31],
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=θ(0) + γθ 0()

γ= |(0, pθ 0) − (, pθ 0)|

https://ieeexplore.ieee.org/document/10150265/
https://github.com/Nousphera/DA_MLDG

