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01 Motivation

The problem
A client’s unlearning update is ineffective if omitted from
aggregation. EFU addresses this protocol gap while
studying how forgetting affects retained utility and
observable model changes.

Contributions

Aggregate authorization: Bind encrypted updates to an
agreed aggregation function.

Local unlearning: Combine forget loss, adversarial
training and inverted Memory Aware Synapses (MAS)
regularization.

Forgetting evaluation: Compare sample-, class- and
task-level removal with full retraining.

Threat model
The server is honest-but-curious (HbC) and may inspect
updates or try to omit an unlearning contribution. Clients are
trusted to perform key generation, encryption and unlearning
correctly; no trusted third-party authority (TPA) is assumed.

Protection boundary
Functional keys authorize one round’s aggregate. Update-type
hiding assumes indistinguishable outputs and excludes full
collusion; visible mappings and side channels remain separate
concerns. This does not compel deployment or certify
complete data erasure.

Scope
Results average three runs without reporting dispersion. Similar
retained/forgotten accuracies do not establish statistical
equivalence to retraining.

Notation
Dirichlet distribution with concentration a (Dir(a)) · Labeled Faces in
the Wild (LFW) · functional encryption (FE) · federated unlearning
(FU) · vision transformer (ViT) · unlearning loss (UN) ·
cross-entropy (CE)
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Bind updates to the authorized aggregate

Technical core

Dᵘ: forget data; Dᵘ,adv: adversarial variants; θ̃: starting weights; Ω̄: inverted MAS importance. Task
forgetting also optimizes retained-task loss.

Encrypted client updates and the function key dkf yield the agreed aggregate. The binding concerns
decryption, not subsequent deployment.

Paper Code

03 Evaluation

95.37%
Retained gender accuracy
LFW · task forgetting

5.12%
Forgotten identity accuracy
Same EFU model

Class forgetting with retained utility

Method Retain accuracy (%) Forget accuracy (%)

Full retrain 94.82 13.72

PGD 91.82 14.31

FedOSD 93.06 12.77

EFU + FedOSD (Ours) 92.73 12.54

EFU (Ours) 92.43 13.06

CIFAR-10 · ResNet-18 · forget 10% of classes · 10 clients (1 unlearning) · 20%
participation · Dir(0.1). 100 rounds; 10 unlearning rounds from round 50. Means of 3 runs;
higher retain / lower forget is better.

Forget identity, retain gender

Method Gender accuracy
(%)

Identity accuracy
(%)

Full retrain 96.86 4.71

PGD 94.81 10.32

FedOSD 95.02 5.01

EFU (Ours) 95.37 5.12

LFW · ViT-B/32 · 30 clients, all unlearning identity · full participation. Ten unlearning
rounds from round 50; means of 3 runs.

Takeaway
EFU retains 95.37% gender accuracy while identity accuracy falls to
5.12% in LFW task forgetting. Its authorized encrypted aggregation
incorporates the agreed updates, while complete erasure and
subsequent model deployment remain separate requirements.
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Figure 1: Overview of Federated Unlearning (FU) and Enforceable Federated Unlearning (EFU). In standard FU, plaintext model
updates 𝜃𝑟

𝑖
from both learning and unlearning clients reveal their intent and depend on server (blue box) cooperation. EFU en-

crypts model updates via functional encryption, binding them to a fixed aggregation that enforces unlearning at decryption
and conceals client intent — without server trust. EFU is a drop-in solution compatible with any FU method that uses unlearning
updates, requiring no changes to model architecture or training routines.

Nevertheless, existing FU methods offer no guarantee that un-

learning requests will be executed and do not conceal the client’s

intent to unlearn from the server. They rely on server-side cooper-

ation — assuming the server will faithfully incorporate unlearning

updates during aggregation — which may not hold in realistic FL

deployments, leaving unlearning unenforced. We address this gap

with EFU, a drop-in mechanism that enables enforceable and func-
tionally hidden unlearning via encrypted client updates and secure

aggregation. EFU can be integrated into any FU approach based on

client-side unlearning [16, 26, 27, 30, 46], providing cryptographic

guarantees that deletion requests are both private and honored on

the server-side.

3 Preliminaries
3.1 Efficient Decentralized Multi-Client FE

(DMCFE)
Decentralized Multi-Client Functional Encryption (DMCFE) [11]

provides a cryptographic foundation for secure collaborative com-

putation without relying on a trusted third-party authority (TPA).

Its design is particularly well-suited to FL scenarios [8, 33, 34, 44]

due to two key properties: (i) decentralized generation of partial

functional keys, allowing clients to contribute to decryptionwithout

exposing their inputs, and (ii) ciphertext-key binding, which ensures

decryption keys are usable only with their intended ciphertexts.

In our work, we utilize the efficient DMCFE scheme introduced

in [33, 34], which mitigates the computational and communication

overhead of FE by applying weight clustering to compress model

updates before encryption. This reduces input dimensionality and

enables scalable secure aggregation with minimal client-side cost,

making DMCFE practical even in resource-constrained FL environ-

ments while preserving strong cryptographic guarantees.

We provide essential mathematical expressions of DMCFE’s core

functions. Let F be a family of functions 𝑓 , and letM be a set of

labels that bind each ciphertext to its intended functional key. A

DMCFE scheme over F and labelsM is a tuple of seven algorithms:

E𝐷𝑀𝐶𝐹𝐸 = (Setup,KeyGen, dKeyShare, dKeyComb,Cluster, Enc,Dec)

• Setup(𝜆, 𝑛): Takes as input a security parameter 𝜆 and the

number of clients 𝑛 and generates public parameters pp. We

assume that all the remaining algorithms implicitly contain

pp.

• KeyGen(id𝑖 ): Takes as input a client-specific identifier id𝑖
and outputs a secret key sk𝑖 and an encryption key ek𝑖 ,
unique to client 𝑖 .

• dKeyShare(sk𝑖 , 𝑓 ): Takes as input a secret key sk𝑖 and a func-
tion 𝑓 ∈ F , and computes a partial functional decryption

key dk𝑖 .

• dKeyComb({dk𝑖 }𝑖∈N): Takes as input a set of 𝑛 partial func-

tional decryption keys {dk𝑖 }𝑖∈N and outputs the functional

decryption key dk𝑓 .

• Cluster(𝜃, 𝜅): Takes as input a model update vector 𝜃 ∈ R𝑑
and the number of clusters 𝜅, and outputs a set of centroids

UN=−CE(Du) +CE(Du, adv) +∑
j
Ω̄j(θj− ̃θj)2

θr+1
j =Dec({θr

i, enc[j]}i, dkf)
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