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01 Motivation

The problem
Fixed-vocabulary keyword spotting (KWS) requires new
training when users add words or languages.
Low-resource languages and personal vocabularies need
recognition from only a few recordings.

Contributions

Multilingual embeddings learn from over 12 million
spoken-word clips across 20 languages.

Unseen-class evaluation tests new words, five new
languages and language-identification transfer.

Edge measurements compare small and base encoders
across three devices.

Few-shot episodes
An episode contains N candidate words and K labeled support
clips per word. Queries are separate clips from those same
classes; training and test vocabularies are disjoint.

Closed-set recognition
Each query belongs to one candidate word in the support set.
Experiments use isolated clips; continuous listening and
unknown-word rejection are outside this evaluation.

Scope
Encoder latency excludes preprocessing and classification.
Recognition accuracy after quantization is not reported.

Notation
Multilingual Spoken Words Corpus (MSWC) · few-shot learning
(FSL)

02 PLiX

New examples add vocabulary without retraining the encoder

Technical core

Si contains support examples of word i; fθ encodes each clip. Their mean pi defines that word without
updating θ.

Encode query xq separately and choose the closest word prototype. Query embeddings are never
averaged into pi.

Paper Code

03 Evaluation

95%
80-word recognition
English-only base; five supports/word

5.12 ms
small encoder latency
Quantized TinyNet-E; Pixel 7; encoder only

More support handles larger vocabularies

English test vocabulary Supports per word Accuracy (%) (Ours)

40 words 1 90

80 words 1 86

60 words 5 96

80 words 5 95

English-only base model, held-out MSWC words; 1,000 episodes. Rounded mean
accuracies.

Quantized encoder latency

Device Small (ms) Base (ms)

Pixel 7 5.12 78.07

Raspberry Pi 4 6.92 107.13

Jetson Nano 7.32 101.37

Quantized TinyNet-E / EfficientNet-v2 Medium; 200-run mean encoder latency. Excludes
log-mel preprocessing and prototype classification.

Takeaway
New support examples add vocabulary without encoder
retraining, with accuracy depending on language, vocabulary size
and support count. The 5.12 ms Pixel 7 result measures only the
separate small encoder, excluding preprocessing and classification.

2 • Saeed et al.

development of such a spoken word recognition system can play a vital role in shaping the future of human-
technology interaction, enabling seamless and natural communication between individuals and digital devices
across different languages.
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Fig. 1. Illustration of few-shot training paradigm with Prototypical Networks [21] for multilingual spoken words recognition.

Recent studies have posited methods capable of learning deep models that generalize to unseen tasks with
limited training data, using an approach termed few-shot learning. In this realm, a classifier must learn to identify
novel classes given only a small number of exemplars from each class. Conventional few-shot learning techniques
frame the problem as a closed-set classification task, where the objective is to label a query sample as one of 𝐶
known classes given 𝐾 exemplars per class. It has shown great success in solving meta-learning problems ranging
from sound event detection to [20, 27] image classification [14, 17, 21, 22]. The key idea is to learn a model that
can quickly adapt to new tasks by learning from just a few examples, which enables the approach to tackle a
variety of tasks across different domains. Here, to address the lack of a general-purpose, language-agnostic, and
easy-to-use keyword spotter, we propose PLiX (see Figure 1 for illustration), a system for leveraging few-shot
learning to harness massive real-world data and enable the recognition of unseen spoken words. Overall, our
work makes the following main contributions:

• We develop PLiX, a general-purpose, multilingual , and plug-and-play, few-shot keyword spotting system
trained and evaluated with more than 12 million one-second audio clips sampled at 16kHz.

• Leverage state-of-the-art neural architectures to learn few-shot models that are high performant while
being efficient with fewer learnable parameters.

• A wide-ranging set of evaluations to systematically quantify the efficacy of our system across 20 languages
and thousands of classes (i.e., words or terms); showcasing generalization to unseen words at test-time
given as few as one support example per class.

• We demonstrate that our model generalizes exceptionally well in a one-shot setting on 5 unseen languages.
Further, in a cross-task transfer evaluation on a challenging FLEURS benchmark [7], our model performs
well for language identification without any retraining.

• To serve as a building block for future research on spoken word detection with meta-learning and enable
product development, we release model weights and inference code at: https://github.com/FewshotML/plix.

pi= 1
|Si| ∑

(x, y) ∈ Si
fθ(x)

̂y=argmin
i
‖fθ (xq) −pi‖22
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